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How	  is	  file	  management	  changing?	  
“Files	  are	  not	  shared	  by	  applica9ons	  on	  a	  stock	  iPad	  so	  there	  is	  
no	  need	  for	  a	  file	  manager	  in	  the	  classic	  sense.	  Apps	  are	  
sandboxed	  -‐	  and	  this	  includes	  their	  data	  files.”	  	  



Is	  this	  really	  necessary?	  
•  Are	  tradi9onal	  file	  system	  interfaces	  obsolete?	  

–  Are	  users	  truly	  incapable	  of	  data	  management?	  
–  Do	  users	  even	  care?	  

•  This	  is	  a	  much	  wider	  ques9on…	  
–  But	  we	  need	  to	  answer	  it	  to	  move	  forward	  with	  file	  
management	  systems	  

•  This	  Talk:	  
–  A	  user	  study	  aKemp9ng	  to	  quan9ze	  the	  current	  user/data	  
rela9onship	  

–  A	  vision	  for	  future	  data	  management	  systems	  designed	  around	  
the	  user/data	  rela9onship	  

	  



File	  System	  Survey	  

•  Downloaded	  applica9on	  that	  measured	  user	  
knowledge	  of	  their	  personal	  data	  
–  Selected	  random	  subset	  of	  files	  in	  home	  directories	  
– Asked	  a	  series	  of	  ques9ons	  about	  each	  file	  

•  Goals	  
– Measure	  File	  Familiarity	  

•  How	  well	  do	  users	  recognize	  their	  data	  
– Measure	  per-‐File	  Importance	  

•  What	  is	  the	  distribu9on	  of	  importance	  among	  users’	  data	  



User	  Study	  details	  
•  Par9cipants	  
–  15	  non-‐random	  users	  selected	  from	  social	  circles	  
–  Included	  

•  CS	  department	  faculty	  and	  graduate	  students	  	  
–  9	  users	  

•  Family	  members	  and	  friends	  w/out	  a	  CS	  background	  
–  6	  users	  

•  Included	  results	  from	  Windows,	  Linux,	  and	  OS	  X	  

•  Study	  terminated	  a]er	  the	  laKer	  of	  20	  minutes	  or	  
50	  files	  

•  Informa9on	  collected	  on	  1258	  files	  



File	  System	  Survey	  
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Survey	  Results	  

50%	  of	  files	  were	  unrecognized	  

Evenly	  distributed	  importance	  for	  
recognized	  files	  



Future	  File	  Systems	  
•  Autonomic	  file	  management	  makes	  sense	  

–  Users	  are	  oblivious	  about	  the	  majority	  of	  their	  personal	  data	  
–  Importance	  	  evenly	  distributed	  amongst	  the	  remaining	  data	  

•  But	  exis9ng	  solu9ons	  limit	  the	  system’s	  capabili9es	  
–  User	  cannot	  centrally	  manage	  all	  of	  their	  data	  
–  O]en	  at	  the	  mercy	  of	  applica9on	  developer	  policies	  

•  Can	  we	  trust	  3rd	  party	  developers	  with	  data	  management?	  
–  Security	  issues	  	  	  	  	  	  (NSA)	  
–  Ownership	  issues	  (Facebook,	  Instagram)	  
–  Availability	  issues	  (MegaUpload,	  RapidShare.de)	  



Our	  Vision	  
•  Remove	  management	  burden	  from	  users	  
•  BUT,	  don’t	  completely	  rely	  on	  3rd	  party	  management	  

•  Local	  file	  system	  management	  service	  that	  derives	  
policies	  from	  inferred	  user	  requirements	  
– What	  the	  user	  wants	  
–  NOT	  what	  vendors	  want	  

•  MyFS	  
–  An	  intermediate	  data	  management	  layer	  
–  Derives	  local	  policy	  from	  user	  and	  system	  inputs	  
–  Drives	  underlying	  storage	  mechanisms	  based	  on	  policy	  



MyFS	  design	  
•  An	  assis9ve	  personal	  file	  system	  that	  learns	  what	  the	  user	  wants	  

–  Without	  requiring	  direct	  user	  instruc9on	  
–  Should	  understand	  the	  user/data	  rela9onship,	  even	  if	  the	  user	  doesn’t	  

•  Simple	  Opera9ons:	  	  
–  Do	  Nothing	  /	  Keep	  on	  local	  storage	  
–  Copy	  to	  (Checkpoint)	  /	  Copy	  from	  
–  Move	  to	  (Migrate)	  /	  Move	  From	  
–  Encrypt	  /	  Decrypt	  
–  Delete	  

•  Policy	  Goals:	  
–  Resiliency	  
–  Availability	  	  
–  Transparency	  



MyFS	  



Architecture	  

•  Centralized	  profile	  engine	  
–  Collects	  input	  from	  en9re	  system	  

•  User	  interfaces	  
•  Low	  level	  storage	  services	  
•  MyFS	  system	  itself	  

•  Unified	  File	  System	  
– Determines	  storage	  strategy	  based	  on	  per-‐file	  
importance	  
•  Selects	  storage	  targets	  and	  features	  
•  Determines	  degree	  of	  replica9on	  
•  Determines	  degree	  of	  availability	  



Research	  Ques9ons	  

•  Storage	  mechanisms	  are	  well	  understood	  

• Our	  challenge:	  
– Automa9cally	  deriving	  management	  
policies	  for	  these	  mechanisms	  



Efficient	  Holis9c	  Profiling	  
•  Central	  Profile	  Engine:	  
– Matches	  files	  to	  higher-‐level	  importance	  values	  
–  Persistent	  storage	  of	  file	  profiles	  

•  Usage	  measurements	  and	  access	  history	  
•  Applica9on/user	  requirements	  
•  User	  interface	  hints	  
•  Derived	  informa9on	  

•  Addi9onal	  capabili9es	  
–  Screen	  out	  unimportant	  files	  (temp	  files)	  
–  Filter	  out	  local	  system	  files	  	  



Intelligent	  User	  Profiling	  
•  Our	  system	  must	  monitor	  users	  to	  develop	  profiles	  for	  
each	  file	  
–  Infer	  the	  user/data	  rela9onship	  based	  on	  user	  behavior	  
–  Not	  solely	  for	  availability	  

•  Must	  infer	  performance,	  reliability,	  availability,	  and	  cost	  
requirements	  

	  
•  Mul9ple	  approaches	  
–  Transparent	  monitoring	  
–  Elicit	  user	  responses	  by	  perturbing	  configura9on	  
– Measure	  user	  sa9sfac9on	  with	  system	  behavior	  



Example:	  Gaze	  Tracking	  
# of file activities # of target files

Total 9423 355
Total + Filter 6513 121

Related 491 75
Related + Filter 119 14

Table 1. The recorded number of file activities and target files. The

‘Total’ category represents all activities during the experiment and the

‘Related’ category stands for the file activities related to the working set

of the task, namely the Notepad++, the Adobe Reader and the command

line prompt. also we present the results after filtered the system files and

executables.

designed a simple pilot experiment to illustrate this idea. As
shown in figure 3, we have designed a simple task: writing
a java ‘Hello, world’ program and meanwhile the user has
to pretend to refer to a pdf document for some API reference.
After finishing the program, the command line prompt is used
to compile and check if there is any error.

Figure 3. The working set we use to be analyzed with our system

Figure 3 show a typical layout of windows when program-
ming. During this pilot experiments and the following user
study we always monitor the status of the eye trackers to make
sure the eye tracking is working properly.

The experiment has lasted for only 46s, though a very short
period, but the evidence is good enough to illustrate our
ideas. Some statistics are shown in table 1. It shows that
the total number of file activities during the experiment is
9423 while after filtering out those not related to our working
set(Notepad++, Adobe Reader and command line window),
this number is reduced drastically to 491. It means we have
exclude 94.8% of file activities performed by the operating
system or other background applications that the users may
not care about at all. Considering those files that associated
with activities, we’ve excluded 280 files(78.9%).

As we know many activities related to the system files during
this experiment so we try to filter out those activities with typ-
ical system files(e.g. files in the ‘C:/Windows’ folder). Those
numbers after filtering are also shown in table 1. It’s no sur-
prise to see that our scope of interest has shrinked again and
only 14 files comes out in to our horizon. In figure 4 we list
14 files that discovered by using our gaze tracker. we can
see that besides those files that was actually editing/reading
by the user, there are still a lot of directory operations or ex-
ecutables. It means that we can further refine our results by
only focusing on text files.

Figure 4. List of files after filtering by the gaze information and system

files excluded

Determine the Importance of Files
According to the pilot study we know how gaze tracking
could help us exclude the file activities that are less impor-
tant. However, we still lack a method to rank those important
files. When it comes to daily usage, there may still be a lot of
file activities even after filtering of gaze tracking. The good
news is that there is more potential for the gaze trackers. In
the previous experiment we only find out the set of files that
related to the tracked applications. However, there is another
dimension we didn’t use – that is the fixation duration on each
applications. If we know how long the users have fixated on
for each application, we can rank the files using this informa-
tion. And the intuition tells us that if you spend more time on
something, then it’s worth it.

The number of operations performed on each files could be
easily derived by going through the system logs. At a cer-
tain time, we increase the frequency of a file if and only if
there is a file activity and the user is focusing on at least one
of the applications related to the file. In this way, files that
have been visited by many applications will have a higher po-
tential to result in a higher rank. This is consistent with our
intuition that files attracting more attention should be treated
more important.

Along with the ranking algorithm there is a specific subset of
files that could be paid more attention to. Those are the inter-
section files between applications. When the users are trying
to open a file they will be most likely to go through the GUI
interface to find the file and open it with certain application.
Therefore there are at least two processes visiting this file(on
Windows it could be the explorer and a certain editor). Thus
we can quickly find out what the actual data files the using are
using by picking out all the intersection files without compli-
cated filters. This idea was proved to be working very well
along with our gaze tracker in the following user study.

TRAFFIC SHAPING
Traffic control and Qos configuration is always a tough prob-
lem for the end users. On one hand the users have to have
a good knowledge of the networking, on the other hand the
users’ demand may differ from time to time. Therefore A
tool that is more intelligent that can automatically make ad-
justment based on the users’ interaction would be very appre-
ciated. The gaze information is the things we can leverage
to make a difference. When we are working in context of
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How ITU Gaze Tracker Works
Gaze tracking is the process of measuring the “Point of Re-
gard” (PoR) or the “Line of Sight” (LoS) of the eye, and
tracking it over time. This process can be divided into two
subprocesses: eye tracking where important features like the
pupil and glints are extracted and gaze estimation calculating
the gaze information based on those features.

Figure 1. A brief visualization of the subprocess of gaze tracking from

features detection to gaze estimation and eye movement detection

Figure 1 shows that the workflow of the gaze tracker from the
data input of the eye features to the output of the eye move-
ment which is often reflected by the focused coordinates on
the screen.

Files Backing-Up Strategy
A typical user may have millions of files on his computer
and for a large portion of them the users may not even be
aware of their existence. When it comes to the question of
how to help users back up their files, there are often two ap-
proaches: (1)Backing up the whole system: many computer
manufactures have preinstalled some kind of softwares like
‘One button recovery’ and advanced tools like ‘Time Ma-
chine’ support continuous backing up. This approach is ef-
fective since every single files could be recovered after acci-
dentally deletion or system crash, however it’s highly inef-
ficient since most files being backed up are system files or
application executables which could easily be reinstalled and
it is typically slow to back up and restore. (2)Backing up as
the user wish: nowadays many outstanding apps like drop-
box, windows skydive could help users back up their files on
the cloud and synchronize them across different computers.
It makes the sharing and backing up much easier, all the users
need to to is perform some drags and drops. However, users
have to claim which files to be backed up and often users may
not be able to keep every important files in mind and do the
back up explicitly. Therefore the gaze tracker could come
into play. By using gaze tracker we could locate those users’
files that are highly active and in turn we could come up with
backing up policies that are more intelligent – automatically
locating the important files and make backing up decisions
acceding to the their priorities.

Traffic Shaping
Traffic shaping (also known as ”packet shaping”) is a com-
puter network traffic management technique which delays
some or all datagrams to bring them into compliance with
a desired traffic profile. Traffic shaping is a form of rate lim-
iting. Traffic shaping is used to optimize or guarantee per-
formance, improve latency, and/or increase usable bandwidth

for some kinds of packets by delaying other kinds of pack-
ets that meet certain criteria. Many applications have been
proposed to help the users create customized shaping poli-
cies, however this approach requires that the users having a
good knowledge of how much bandwidth different applica-
tions and can’t automatically make adjustments to meet the
users’ instant demand. The gaze tracker offers us a simple
solution since peoples’ eyes won’t lie, we could build a traf-
fic shaper that boost up the speed of the application the users’
is currently staring at. Therefore we can improve the users’
experience even under a limited bandwidth environment.

SYSTEM SETUP
We deploy the ITU gaze tracker to collect the gaze data there-
fore a good camera is inevitable. In our system setup we
have a Thorlab camera Infrared light LEDs. Visible lights
are filtered by the camera so that the noise are reduced and
the tracking is more stable. The environment is shown in fig-
ure 2. When the system is working, two data streams are
generated:(1)We use the coordination derived from the gaze
tracker to find out what applications the users are working on
at different timestamp and mean while(2)We collect all the
file activities using Windows Process Monitor. Those two
data stream information are logged so that we could do an
offline analysis to find out the underlying files that are active
during the users’ working.

Figure 2. The environment setup for the gaze tracker

FILE OPERATION ANALYSIS

Pilot Experiment
The first step to finding out those important files without ex-
plicitly asking the users is to identify the active files that the
users have opened/edited during different periods of time. As
we find by using the process monitor there could be more
than ten thousand file actives in a single minute, therefore we
want to know whether we could reduce those numbers by fil-
tering out those file activities unrelated to the current users’
working set(often those filtered out are background applica-
tions like the window managers, firewall, etc.) Here we have



Explicit	  User	  Feedback	  
•  Unreasonable	  to	  require	  users	  to	  completely	  surrender	  all	  

control	  
–  Inferred	  profile	  informa9on	  is	  at	  best	  a	  guess	  

•  There	  is	  a	  subset	  of	  files	  that	  users	  care	  about	  
–  Might	  not	  be	  able	  to	  manage	  them	  effec9vely	  
–  But	  they	  do	  have	  an	  implicit	  knowledge	  of	  the	  files	  importance	  

•  Any	  autonomic	  system	  should	  allow	  the	  user	  to	  take	  
control	  
–  Manually	  specify	  the	  importance	  of	  the	  file	  
–  Specifically	  request	  features	  and	  services	  for	  each	  file	  
–  Preferences	  stored	  in	  profile	  engine	  
–  Actual	  management	  s9ll	  automa9c	  



SLA	  Compliance	  and	  Failure	  Models	  

•  Holis9c	  System	  Profiling	  Enables:	  
–  Performance	  informa9on	  for	  different	  storage	  
alterna9ves	  

– Detec9ng	  SLA	  compliance	  of	  storage	  providers	  	  
•  SLA	  viola9ons	  can	  lead	  to	  user	  behavior	  modifica9on	  
•  Poten9al	  reputa9on	  system	  for	  Cloud	  services	  

•  Informa9on	  to	  make	  available	  
–  Real-‐9me	  performance	  informa9on	  (dashboard)	  
– Historical	  performance	  informa9on	  	  
–  Failure	  predic9on	  (derived	  from	  historical	  data)	  



Signal	  Iden9fica9on	  
(Implicit	  User	  Profiles)	  

•  Automated	  signal	  collec9on	  leads	  to	  too	  much	  
informa9on	  
– Which	  measurement	  signals	  are	  necessary	  and	  useful?	  
–  How	  to	  correlate	  measurements	  to	  importance/relevance	  
of	  files?	  	  

•  Star9ng	  point:	  u9lize	  currently	  available	  signals	  	  
•  Next	  steps:	  	  
–  Iden9fy	  new	  opportuni9es	  for	  instrumenta9on	  
–  Incorporate	  with	  feedback	  from	  user	  	  

•  To	  determine	  importance	  of	  signals	  
•  Could	  be	  different	  from	  one	  user	  to	  the	  next	  



Network	  Effects	  
•  Allow	  integra9on	  with	  programs	  and	  other	  user	  interfaces	  

–  Need	  an	  API	  to	  describe	  preferences	  
–  Need	  to	  allow	  bidirec9onal	  sharing	  of	  user	  preferences	  
–  Profile	  data	  also	  needs	  to	  be	  managed	  by	  the	  system	  

•  Users	  are	  not	  alone	  
–  Mul9ple	  users	  may	  be	  using	  local	  MyFS	  instances	  
–  But	  might	  be	  sharing	  cloud	  resources	  

•  Allow	  for	  "collabora9on"	  of	  users	  across	  local	  systems	  
–  e.g.	  detect	  and	  u9lize	  common	  paKerns	  
–  Plenty	  of	  work	  in	  this	  general	  space	  (collabora9ve	  filtering)	  
–  Must	  ensure	  privacy	  and	  security	  requirements	  are	  maintained	  



Conclusion	  
	  

•  Tradi9onal	  file	  system	  interfaces	  are	  going	  away	  
– Users	  are	  not	  capable	  of	  scaling	  to	  the	  management	  
challenge	  

– Users	  don’t	  care	  about	  a	  lot	  of	  their	  data	  
–  But	  there	  is	  a	  subset	  that	  they	  can	  manage	  

•  We	  propose	  an	  assis9ve	  management	  system	  to	  
allow	  users	  to	  effec9vely	  manage	  all	  of	  their	  data	  
– Without	  handing	  everything	  over	  to	  3rd	  party	  services	  
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